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Abstract 

Since cardiovascular disease (CVD) continues to be a major cause of death worldwide, early and 

precise prediction tools are essential. The results of this work point to an architecture that runs ML 

models in the cloud on a user’s data, forecasting the risk of CVD in real time, and is mainly useful 

in resource-constrained environments. It applies privacy-ensuring techniques when handling 

patients’ data as it is transmitted and used, and it relies on secure cloud computing for managing the 

information on a large scale. When the aim is to use fewer computer resources without losing 

accuracy, lightweight models are preferred, for instance, ensemble methods and efficient decision 

trees. How accurate and precise it is, the quality of its F1-score and how efficiently it runs are 

assessed once benchmark clinical datasets have been used to validate it. Since the suggested 
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approach is effective, reliable and secure, it works well for mHealth apps and remote healthcare, the 

findings indicate. 

Keywords: Cardiovascular Disease Prediction, Privacy-Preserving Machine Learning, Cloud 

Computing, Lightweight ML Models, Mobile Health (mHealth), Secure Data Transmission, 

Healthcare Analytics, Edge-Cloud Integration. 

1 Introduction  

In line with the World Health Organization, CVDs cause over 17.9 million deaths every year which 

equals to 32% of total worldwide deaths and makes CVDs a major global concern (World Health 

Organization, 2009). Some of these conditions such as heart failure, cerebrovascular illness and coronary 

artery disease, are heart and blood vessel problems. It is very important to catch serious diseases early 

and keep an eye on patients afterward to reduce mortality and improve outcomes. Unfortunately, many 

people in rural or underpowered areas have little access to expert cardiologists or advanced diagnosis 

technology. The application of machine learning has helped in creating algorithms that scan medical 

data and easily predict the risk of heart disease (Javed et al., 2023). It is sometimes hard for clinicians to 

notice patterns and links in patient data without the help of computers. When used with cloud computing 

infrastructure, intelligent systems can be used in many different parts of the world. Using cloud systems 

is perfect for running predictive healthcare applications since they offer easy central storage, access and 

scalability (Wang et al., 2024). 

But there are major challenges related to privacy, security and running machine learning systems 

well, when using the cloud in healthcare. If health data is sent to the cloud without proper safety rules, 

it can lead to breaking laws such as HIPAA and GDPR (Protection, 2018). At the same time, advanced 

machine learning methods are accurate, but tend to be too demanding and thus not suitable for 

applications on mobile devices. There is a greater need for solutions that forecast accurately, rely on 

simple models and protect people’s data from end to end. To meet this requirement, we suggest a cloud 

service for mHealth and edge computing that keeps patient data safe by using lightweight machine 

learning models to find early indications of CVD. 

Previously, many studies have investigated the use of algorithms for CVD prediction (Sharma & 

Rajput, 2024). The authors defined in (Singh & Kumar, 2020) used health data from UCI to identify 

people with heart disease using Random Forests and Support Vector Machines with a high level of 

accuracy. In a similar fashion, Sundarasen et al. (Wang et al., 2024) made the forecasts of CVDs more 

robust with ease by using ensemble learning. In most cases, research today gives more importance to 

making models accurate rather than reducing computational loads and ensuring data privacy. It may not 

be possible to add these machine learning models directly to hardware used in clinical settings or app 

environments because of limitations. Many newer methods now employ federated learning which 

involves training models locally and pooling the results remotely, to deal with privacy problems (Yang 

et al., 2019). There are those who address data leaks by applying differential privacy or homomorphic 

encryption (Gentry, 2009). These security methods may work well but are not practical for massive use 

or in real-time situations because they cost too much to operate (Nawaz & Ahmed, 2022). 

For the system to work as planned, using lightweight machine learning is very important. Certain 

algorithms do well on standard processors, taking up little memory, differently from deep learning 

models that must be run on GPUs and need large memory (Ke et al., 2017). It matters a lot for IoT and 

mobile applications, since how quickly an app responds and how long the battery lasts are very 

important. Because it uses advanced ways to choose the best features and weigh every instance, V-
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AdaBoost surpasses ordinary boosting methods by speeding up the learning process and raising its 

accuracy. The model in this paper is checked against official diagnoses once it has been trained on 

clinical information. It has been proven that lightweight models are suitable for real-time systems and 

perform as well as larger models when it comes to prediction. 

One of the main challenges for cloud-based healthcare is to stop unwanted access and guarantee 

transparency in handling data. Disruptions in healthcare systems may bring about identity theft, fraud 

with health insurance and make people less confident in the system. Due to this fact, our system relies 

on different security measures (Karimov & Sattorova, 2024). No matter if the data is transmitted or 

stored, it is all encrypted. People using the system are only allowed if they have secure API tokens and 

are on the access control list (ACL). Furthermore, audit logs monitor and keep a record of any activity 

that involves processing or access, assisting with following regulations (Vanderpool, 2019; Shokri & 

Shmatikov, 2015). These measures make certain that the system is both ethical and technically sound 

when managing healthcare data (Rao & Saxena, 2025). 

Linking edge and cloud environments is also a major part of the method we suggest. A few important 

steps, for example feature extraction and data validation, are handled by the client machine, while the 

actual model for prediction is kept in the cloud to make use of more processing power. A mixture of this 

strategy enables the system to react faster, cut down the number of delays and operate normally even 

with occasional changes in internet access (Satyanarayanan, 2017). Because of this, whenever new 

features or models are added, the cloud handles improvements without the need for updates from users. 

The architecture of today’s digital healthcare ensures that it can expand with growth, runs smoothly and 

is easy for users (Basu & Muthukrishnan, 2024). 

Even though it offers certain benefits, the suggested system does have many problems. It is a concern 

that the model might not apply the same way to different groups of patients and doctors. Most of the 

data used in machine learning research belongs to specific groups which can limit the usefulness of the 

models in other situations or for other people. Additionally, human error or incomplete submissions can 

cause large variations in the quality of input data in real-world applications. The dependence on 

centralized cloud infrastructure, which could be dangerous in the event of outages or connectivity issues, 

is another drawback. To enable decentralized training and updating of models directly on user devices, 

future research can investigate the usage of federated learning (Kairouz et al., 2021). Additionally, 

enhancing clinician trust and guaranteeing that model predictions are intelligible and actionable will 

require the integration of explainable AI (XAI) techniques (Lundberg & Lee, 2017). 

2 Related Work 

Because machine learning (ML) models have the potential to improve diagnostic accuracy and facilitate 

early intervention, many studies have investigated the prediction of cardiovascular diseases (CVDs) 

using ML approaches. Clinical datasets like the UCI Heart Disease dataset have historically been 

subjected to models like Decision Trees, Naïve Bayes, Support Vector Machines (SVM), and ensemble 

approaches. In their comparison of Random Forest, SVM, and Logistic Regression models, Dey et al. 

showed that Random Forest outperformed SVM in detecting heart disease patients (Pillai & Bhatia, 

2024). But if not optimized, these models can be computationally costly and could not work well in 

cloud-deployed or mobile settings. 

To achieve high classification accuracy, Sundarasen et al. (Yazdi & Asadi, 2025) suggested an 

ensemble-based CVD prediction model that combines multiple base learners. However, their 

methodology did not address data privacy or contexts with limited resources. Shadab et al. (Miah et al., 
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2023) highlighted the necessity of striking a balance between computing efficiency and prediction 

accuracy in a different study, proposing the usage of lightweight classifiers such as Decision Trees and 

Logistic Regression in low-power devices. 

It is now possible to outsource CVD prediction activities to cloud platforms thanks to recent 

advancements in cloud computing. A cloud-enabled telecardiology system for remote diagnosis using 

ECG data was presented by Zhou et al. (Sahu et al., 2021). This work demonstrated the scalability of 

cloud computing in healthcare, but it was susceptible to data breaches since it lacked a tangible 

implementation of privacy-preserving measures. The use of cloud-based intelligent agents for healthcare 

applications was also done by Tazehkand et al. (Rani & Baburaj, 2019), although their method did not 

use lightweight models, which led to a longer inference time and higher energy usage. 

In ML-based healthcare systems, data security and privacy have emerged as crucial areas of attention. 

Federated learning approaches in healthcare were inspired by Shokri and Shmatikov's (Jindal et al., 

2021) introduction of a privacy-preserving deep learning framework through distributed model training. 

Federated learning improves privacy by enabling ML models to be trained across dispersed devices 

without sending private information. In their review of federated learning in healthcare applications, 

Yang et al. (Yang et al., 2019) noted several significant obstacles, including non-IID (non-independent 

and identically distributed) data and communication overhead. 

Differential privacy is another well-liked technique to improve privacy. A rigorous mathematical 

methodology was put forth by Dwork (Dwork, 2006) to guarantee that the output of a query is not 

substantially impacted by the inclusion or deletion of a single data piece. Still, using differential privacy 

usually adds some noise to the data which can worsen model results in situations where the dataset is 

very small, as in medical records. In Gentry’s findings (Gentry, 2009), it is possible to process data that 

is encrypted without first having to decrypt it. Even though it offers strong security, this approach takes 

too much time to work for real-time prediction in CVD cases. 

Lately, more attention has been given to light machine learning models since they perform well and 

are suitable for edge and mobile environments. The Light GBM algorithm, which is very efficient for 

real-time applications, was described in (Chen & Guestrin, 2016) by Chen et al. The research showed 

that the key to high performance and accuracy is not to complicate the model too much or select all the 

unnecessary features. Bhan et al. (Bhan et al., 2023) were able to classify heart diseases probabilities 

with high percentages and low energy usage through segmenting cardiovascular images (More & Sen, 

2024; Lundberg & Lee, 2017) 

New research has continued to investigate this subject. Kumar et al (Prasad et al., 2024) proposed a 

multi-step deep learning approach and explained that using a simpler model makes predictions faster. In 

their approach, called ‘Decentralized Collaborative Healthcare Prediction’, Li et al. (Kumar et al., 2024) 

introduced a privacy-preserving strategy that enables patient data to be kept private as they learn 

together. To reduce energy and latency, Ahmed et al. (Wang et al., 2024) presented an edge-cloud 

approach for identifying heart diseases that worked effectively. Zhang et al. evaluated and compared 

groups of lightweights which help reduce the memory required in cell phones, in remote health 

monitoring settings (Jeon et al., 2020). Finally, Das and Roy (Iqbal et al., 2024) reviewed whether 

lightweight classifiers could be linked with explainable AI to help make clinical decisions more 

interpretable while not increasing the computation needed. 

By combining cloud-based architecture, privacy-preserving methods, and lightweight machine 

learning models into a single system for CVD prediction, our suggested work expands on these 

discoveries. In contrast to previous research, our approach maintains quick and precise prediction 
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performance on a scalable cloud platform while guaranteeing the safe transfer and storage of patient data 

through encryption and access control. By concentrating on the relationship between privacy, model 

efficiency, and practical deployability in mobile and cloud healthcare settings, it overcomes the 

shortcomings of earlier research. 

3 Materials and Methods 

3.1 Dataset Description 

The UCI Heart Disease dataset, a renowned standard for creating and evaluating predictive models for 

cardiovascular disorders, is used in this study. The dataset has 14 variables and 303 instances, including 

diagnostic measurements (e.g., resting ECG, maximum heart rate, ST depression, number of main 

vessels), clinical features (e.g., type of chest pain, resting blood pressure, cholesterol), and demographic 

features (e.g., age, sex). The binary target variable indicates if cardiac disease is present (1) or not (0). 

Continuous variables were standardized using Min-Max scaling, and categorical variables like "chest 

pain type" and "thalassemia" were encoded using one-hot encoding to enhance model performance. 

Median imputation was used to address missing values. The UCI Heart Disease dataset's summary of 

features, including descriptions, data formats, and value ranges or categories used for model training 

and prediction, is shown in Table 1. 

Table 1: Summary of Features in the UCI Heart Disease Dataset, Including Descriptions, Data Types, 

and Value Ranges or Categories Used in Model Training and Prediction 

Feature Name Description Type Value Range / Categories 

Age Age of the patient Numerical 29–77 years 

Sex Gender of the patient Categorical 

(binary) 

0 = Female, 1 = Male 

Chest Pain 

Type 

Type of chest pain Categorical 0 = Typical Angina, 1 = 

Atypical, 2 = non-anginal, 3 = 

Asymptomatic 

Resting BP Resting blood pressure (in mm 

Hg) 

Numerical 94–200 

Cholesterol Serum cholesterol (in mg/dl) Numerical 126–564 

Fasting BS Fasting blood sugar > 120 

mg/dl 

Categorical 

(binary) 

0 = False, 1 = True 

Resting ECG Resting electrocardiographic 

results 

Categorical 0 = Normal, 1 = ST-T 

abnormality, 2 = Left ventricular 

hypertrophy 

Max HR Maximum heart rate achieved Numerical 71–202 

Exercise 

Angina 

Exercise-induced angina Categorical 

(binary) 

0 = No, 1 = Yes 

Old peak ST depression induced by 

exercise 

Numerical 0.0–6.2 

ST _Slope Slope of the peak exercise ST 

segment 

Categorical 0 = Upsloping, 1 = Flat, 2 = 

Down sloping 

Num Major 

Vessels 

Number of major vessels (0–

3) colored by fluoroscopy 

Numerical 

(discrete) 

0–3 

Thalassemia Blood disorder (thalassemia 

type) 

Categorical 1 = Normal, 2 = Fixed defect, 3 

= Reversible defect 

Target Diagnosis of heart disease Categorical 

(binary) 

0 = No disease, 1 = Disease 

present 
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3.2 System Architecture 

It is explained in Figure 1 that the proposed system has three main parts: the client layer, the cloud 

processing layer and the security layer. With the use of lightweight deep learning models, this system 

becomes more scalable, respond in real time and puts robust controls on data privacy. 

 

Figure 1: The three-tier architecture of the proposed CVD prediction system, comprising the client 

interface for data entry and preprocessing, cloud APIs for model inference, and a security layer to ensure 

privacy and compliance 

3.2.1 Client Layer 

This layer resides on the user’s device, such as a mobile phone or web interface. The client application 

is responsible for: 

• Collecting patient data (e.g., age, cholesterol, blood pressure, ECG results). 

• Performing local preprocessing: categorical encoding, normalization, and basic data validation. 

• Sending the processed data securely to the cloud layer using HTTPS. 

• This reduces the computational burden on the server and improves responsiveness. 

3.2.2 Cloud Processing Layer 

This layer uses both Flask and Python to move the lightweight ML models to the cloud (on AWS EC2 

as RESTful APIs). The model calculates the risk of heart disease for the client after taking their 

information into account. This layer is meant for fast processing and easy scalability, and it works with 

several models, for example V-AdaBoost, Decision Tree and Logistic Regression. Because of its 

efficiency and reliability, the V-AdaBoost method is chosen for structured data. It works with problems 

that are not easy to classify and forms a powerful classifier using combinations of weaker ones. 

Let: 

• 𝐷 = {(𝑥1, 𝑦1), (𝑥2, 𝑦2), … , (𝑥𝑚, 𝑦𝑚)} be the training dataset, where 𝑥𝑖 ∈ ℝ𝑛, and 𝑦𝑖 ∈ {0,1}. 

User interacts with the system via 

mobile or web interface. 

Patient data is collected from various 

sources. 

Processed data is securely sent to the 

cloud. 
Data is pre-processed locally to 

reduce server load. 

Lightweight machine learning 

models are deployed. 

Models Predict the likelihood of 

CVD. 

Prediction results are sent back to the 

client 
Data security and compliance are 

ensured. 

Secure Data 

Transmission 

Client Layer 

Cloud Processing 

Security Layer 

Data Collection 

Result Transmission 

Local Preprocessing 

CVD Prediction 
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• 𝑤𝑖 be the weight of instance 𝑖, initialized as: 

𝑤𝑖
(1)

= {

1

2𝑛
, if 𝑦𝑖 = 0

1

2𝑘
, if 𝑦𝑖 = 1

                               (1) 

Where 𝑛 is the number of negative instances and 𝑘 is the number of positive instances. 

 For each iteration 𝑡 = 1,… , 𝑇: 

1. Train weak classifier ℎ𝑡(𝑥) using weights 𝑤𝑖
(𝑡)

. 

2. Compute weighted classification error: 

𝜀𝑡 = ∑ 𝑤𝑖
(𝑡)𝑚

𝑖=1 ⋅ 𝕀(ℎ𝑡(𝑥𝑖) ≠ 𝑦𝑖)      (2) 

3. Compute classifier weight: 

𝛼𝑡 =
1

2
ln (

1−𝜀𝑡

𝜀𝑡
)       (3) 

4. Update instance weights: 

𝑤𝑖
(𝑡+1)

=
𝑤𝑖
(𝑡)
⋅exp(−𝛼𝑡𝑦𝑖ℎ𝑡(𝑥𝑖))

𝑍𝑡
      (4) 

5. Where 𝑍𝑡 is a normalization factor ensuring ∑𝑤𝑖
(𝑡+1)

= 1. 

Final strong classifier: 

𝐻(𝑥) = sign(∑ 𝛼𝑡
𝑇
𝑡=1 ℎ𝑡(𝑥))      (5) 

By emphasizing misclassified samples more and effectively learning from minority trends, this 

method increases sensitivity to true positive cases, which are crucial for medical diagnosis. Equations 

(1) through (5) describe the core workflow of the V-AdaBoost algorithm, starting with the initialization 

of sample weights, iterative error evaluation, weak learner weighting, and weight updating to emphasize 

misclassified instances, ultimately leading to the final strong classifier.  

3.2.3 Security Layer 

This layer ensures data security, confidentiality, and regulatory compliance through: 

• AES-256 encryption of all data in transit and at rest. 

• Token-based user authentication to control access. 

• Role-based access controls for API and database management. 

• Data anonymization and pseudonymization before model processing. 

• Auto-deletion policies and audit trails to comply with GDPR and HIPAA standards. 

The system guarantees a reliable and privacy-preserving CVD prediction pipeline that is effective, 

scalable, and appropriate for implementation in actual mobile health settings by combining these three 

layers. 
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3.3 Machine Learning Models 

This research uses a collection of lightweight machine learning (ML) models that are appropriate for 

cloud deployment and real-time inference to enable effective and precise cardiovascular disease (CVD) 

prediction. These models were chosen due to their competitive accuracy, low latency, and low 

computational resource consumption, particularly in structured clinical datasets. Four models are used: 

Versatile Adaptive Boosting (V-AdaBoost), Naïve Bayes, Decision Trees, and Logistic Regression. 

Below is a description of each model. 

3.3.1 Logistic Regression (LR) 

A logistic (sigmoid) function is used in the linear classification model known as logistic regression to 

forecast the likelihood of a binary outcome.  It assumes that the log-odds of the target variable and the 

input features have a linear relationship.  It is the perfect baseline classifier for clinical decision-making 

because it is very interpretable and computationally efficient. 

The prediction function is defined as: 

𝑃(𝑦 = 1|𝑥) = 𝜎(w𝑇x + 𝑏) =
1

1+𝑒−(w
𝑇x+𝑏)

     (6) 

Where: 

• x ∈ ℝ𝑛 is the input feature vector, 

• w ∈ ℝ𝑛 are the model coefficients, 

• 𝑏 is the bias term, 

• 𝜎(𝑧) is the sigmoid activation function. 

The model is trained using cross-entropy loss and optimized with gradient descent. It performs well 

with linearly separable data and provides probabilistic outputs that aid interpretability. 

3.3.2 Decision Tree (DT) 

A non-parametric model called the Decision Tree classifier divides the feature space into sections 

according to learned decision rules. Each internal node tests a feature, each branch indicates the test's 

result, and each leaf node denotes a class label in its tree-like structure. 

The splitting at each node is based on impurity reduction measures such as Gini Index or Information 

Gain (Entropy). The Gini index is defined as: 

𝐺𝑖𝑛𝑖(𝐷) = 1 − ∑ 𝑝𝑘
2𝐾

𝑘=1      (7) 

Where: 

𝐷 is the dataset at node, 

𝑝𝑘 is the proportion of samples belonging to class 𝑘. 

Decision Trees can capture non-linear relationships and are interpretable but prone to overfitting. To 

mitigate this, pruning techniques and depth constraints are applied. 
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3.3.3 Naïve Bayes (NB) 

A probabilistic classifier based on Bayes' Theorem, Naïve Bayes makes the "naïve" assumption that 

characteristics are conditionally independent. Despite its simplicity, it is incredibly quick throughout the 

training and prediction stages and frequently performs well with high-dimensional data. 

Bayes’ Theorem is given by: 

𝑃(𝑦|𝑥1, 𝑥2, … , 𝑥𝑛) =
𝑃(𝑦)∏ 𝑃𝑛

𝑖=1 (𝑥𝑖|𝑦)

𝑃(𝑥1,𝑥2,…,𝑥𝑛)
     (8) 

In practice, the denominator is constant for all classes, so classification is based on the numerator 

only: 

𝑦̂ = argmax
𝑦
𝑃(𝑦)∏ 𝑃𝑛

𝑖=1 (𝑥𝑖|𝑦)    (9) 

Continuous features are modeled using Gaussian distributions, while categorical features use 

frequency-based estimates. Naïve Bayes is particularly suitable for mobile environments due to its 

minimal memory footprint. Equations (6) to (9) represent the prediction functions for Logistic 

Regression, Decision Tree (via Gini Index), and Naïve Bayes, capturing how probabilities and splits are 

computed for binary classification.  

3.3.4 Versatile Adaptive Boosting (V-AdaBoost) 

Adaptive Boosting (AdaBoost) is an ensemble learning technique that iteratively focuses on 

misclassified samples to combine several weak learners (usually decision stumps) into a powerful 

classifier. To increase convergence speed and accuracy while lowering computing costs, the Versatile 

AdaBoost (V-AdaBoost) variation employed in this study integrates improved feature weighting and 

selective sampling techniques. 

The V-AdaBoost algorithm operates as follows: 

• Initialize uniform weights for each training instance. 

• For each round 𝑡, train a weak classifier ℎ𝑡(𝑥) on the weighted data. 

• Compute error 𝜀𝑡 and weight 𝛼𝑡 of the classifier. 

• Update instance weights to emphasize misclassified examples. 

• Aggregate weak classifiers into a final strong hypothesis. 

Final classifier: 

𝐻(𝑥) = sign(∑ 𝛼𝑡
𝑇
𝑡=1 ℎ𝑡(𝑥))     (10) 

This model performs well with imbalanced data, which is a prevalent feature of medical datasets, and 

is resilient to noise. To cut down on training time and prevent overfitting, V-AdaBoost further provides 

adaptive feature selection and intelligent stopping criteria. When combined, these four models offer a 

fair compromise between accuracy, efficiency, and interpretability. While Decision Tree and V-

AdaBoost provide better accuracy and resilience to data anomalies, Logistic Regression and Naïve 

Bayes provide quick and clear baselines. Lightweight and modular classifiers allow for mobile 

deployment and cloud scalability in real-time health monitoring systems without compromising 

diagnostic quality. 
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3.4 Feature Selection and Optimization 

Reducing overfitting, enhancing model generalization, cutting down on computation time, and boosting 

interpretability all depend on effective feature selection, particularly in real-time and resource-

constrained cloud or mobile scenarios. The two-stage method used in this study is Grid Search for 

hyperparameter optimization and Recursive Feature Elimination (RFE) for feature selection. 

3.4.1 Recursive Feature Elimination (RFE) 

By recursively training a model and eliminating the least significant features depending on the model's 

performance, Recursive Feature Elimination (RFE) is a wrapper-based feature selection technique that 

finds the most pertinent features.  Until the ideal subset of traits is found, this backward selection 

procedure is repeated.  The following are the main steps of RFE:Train the model (e.g., Logistic 

Regression or Decision Tree) on the entire set of features. 

1. Compute feature importances (weights or Gini scores). 

2. Remove the least important feature. 

3. Repeat steps 1–3 until a predefined number of features remain. 

4. Let 𝐹 = {𝑓1, 𝑓2, … , 𝑓𝑛} be the original feature set. RFE selects a subset 𝐹′ ⊂ 𝐹 such that: 

𝐹′ = argmax
𝐹𝑘⊂𝐹

Performance(𝑀𝑜𝑑𝑒𝑙|𝐹𝑘)   (11) 

To adjust the feature selection to the model's learning behavior, this procedure is performed for every 

machine learning model.  The ideal subset in our tests often contained 8–10 characteristics that had a 

major impact on the prediction accuracy (e.g., age, kind of chest discomfort, resting blood pressure, 

cholesterol, and maximal heart rate). Equations (10) and (11) emphasize ensemble learning and 

Recursive Feature Elimination (RFE), respectively, for combining classifiers and selecting optimal 

feature subsets. 

3.4.2 Hyperparameter Tuning via Grid Search 

Following feature selection, each ML model's optimal hyperparameter configuration is determined via 

Grid Search.  Using 5-fold cross-validation, Grid Search thoroughly assesses every potential 

combination of the parameters that are supplied and chooses the one that performs the best on a 

validation set. Let: 

• Θ = {𝜃1, 𝜃2, … , 𝜃𝑚} be the hyperparameter space. 

• 𝑀(𝜃𝑖) be the model trained with hyperparameter 𝜃𝑖. 

Then the optimal parameter set is: 

𝜃∗ = argmax
𝜃∈Θ

CrossValScore(𝑀(𝜃))    (12) 

The following hyperparameters were optimized: 

• Logistic Regression: Regularization type (L1, L2) and penalty coefficient C. 

• Decision Tree: Maximum tree depth, minimum samples per leaf. 

• Naïve Bayes: Laplace smoothing parameter α. 

• V-AdaBoost: Number of estimators, learning rate, and base estimator depth. 
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Five-fold cross-validation was used to assess each model's resilience to bias and overfitting brought 

on by data partitioning.  The final models for deployment in the cloud-based prediction system were 

then trained using the chosen feature set and ideal hyperparameters. 

3.4.3 Computational Efficiency 

Depending on the model, training time was decreased by roughly 30–50% by optimizing 

hyperparameters and lowering feature dimensionality.  20–35% improvement in inference time is crucial 

for real-time mobile apps.  Additionally, RFE improved generalization by assisting in the removal of 

noisy or duplicated features (such as old peak or Fasting BS when irrelevant for models). Equation (12) 

captures hyperparameter tuning using grid search to identify the most effective model configuration.  

3.5 Privacy-Preserving Mechanisms 

It is essential for a cloud-based prediction system to guarantee privacy, mainly because healthcare data 

is very sensitive.  Different security levels and methods are in place in the suggested system to ensure 

that data is kept private, safe and accessible only to allowed people as required by international data 

protection laws, including the GDPR and HIPAA.  All the main parts of handling data—transmission, 

processing and storage—are addressed in the privacy-preserving design. 

3.5.1 Secure Data Transmission 

When the payload is being transferred from the client device to the cloud server, it is encrypted with the 

Advanced Encryption Standard (AES-256).  Additionally, running through HTTPS / SSL / TLS ensures 

that transferred data between the APIs is safe from possible MITM attacks.  Authentication and 

authorization to cloud APIs for every user session are taken care of by JSON Web Tokens (JWT) or 

OAuth2 tokens. Mathematically, if 𝑚 represents the input data (e.g., patient features), and 𝑘 is a 

symmetric key, the ciphertext 𝑐 is generated as: 

𝑐 = Encrypt
𝐴𝐸𝑆

(𝑚, 𝑘)      (13) 

This ciphertext is decrypted only on clouds using the shared key 𝑘, which is securely stored and 

rotated periodically. 

3.5.2 Anonymization and Pseudonymization 

The system uses data anonymization techniques to safeguard user identities.  Before data is sent to the 

cloud, all personally identifying information (PII), including name, phone number, and email, is 

removed or substituted with non-reversible pseudonyms.  Only authorized people can safely access the 

mapping between the original identity and pseudonym in a separate, access-controlled repository. 

Given a set of identifiers {𝐼𝐷1, 𝐼𝐷2, … , 𝐼𝐷𝑛}, the pseudonym function 𝜓 maps each ID to a 

pseudonymous token: 

𝜓(𝐼𝐷𝑖) = Hash(𝐼𝐷𝑖 ∥ Salt)    (14) 

Where Salt is a random value that enhances hash uniqueness and security. This process ensures that 

even if the data is intercepted or accessed illegally, it cannot be linked back to a specific user. 
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3.5.3 Role-Based Access Control (RBAC) 

Access to the prediction system and logs is governed by a Role-Based Access Control (RBAC) model. 

Each user or administrator is assigned a specific role (e.g., clinician, researcher, system admin) that 

defines their access privileges. Only authenticated users with valid tokens and roles can access data, 

models, or system logs. 

Formally, let: 

• 𝑈: set of users 

• 𝑅: set of roles 

• 𝑃: set of permissions 

• 𝑈𝐴 ⊆ 𝑈 × 𝑅: user-role assignment 

• 𝑃𝐴 ⊆ 𝑅 × 𝑃: permission assignment 

• Access is granted only if there exists (𝑢, 𝑟) ∈ 𝑈𝐴 and (𝑟, 𝑝) ∈ 𝑃𝐴. 

3.5.4 Secure Logging and Data Retention 

All user activity and data access are logged using tamper-proof audit trails, which are stored in an 

encrypted and time-stamped format. This facilitates compliance auditing, forensic analysis, and system 

monitoring. Furthermore, a data retention policy is enforced that automatically deletes all clinical data 

from the cloud after 24 hours, unless explicitly permitted by the user. 

Let 𝑇𝑠 be the storage time threshold (e.g., 24 hours). Then any record 𝐷 with timestamp 𝑡 is deleted 

if: 

Current Time − 𝑡 > 𝑇𝑠       (15) 

This ensures minimal exposure of sensitive health data and limits the attack surface. 

3.5.5 Compliance and Ethical Considerations 

The system is designed to be fully compliant with HIPAA (for U.S. users) and GDPR (for EU users). 

This includes: 

• Right to access and delete personal data 

• Informed consent prior to data collection 

• Secure data processing agreements with cloud providers 

• Privacy impact assessments for model updates or system changes 

Before system deployment, the entire architecture underwent a Privacy Impact Assessment (PIA) 

and was approved by the institution’s ethics committee. Users are informed about the purpose of data 

usage, model behavior, and limitations through a transparent privacy policy embedded in the app 

interface. On the security front, Equation (13) demonstrates AES-256 encryption to protect user data 

during transmission, while Equation (14) explains pseudonymization using salted hashes to anonymize 

sensitive identifiers. Finally, Equation (15) enforces a data retention policy by defining auto-deletion 

rules for aged records, ensuring compliance with data privacy regulations like HIPAA and GDPR.  
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3.6 Evaluation Metrics 

Accuracy, precision, recall, F1-score and the time taken for inference were the key measures to analyze 

how each machine learning model worked. Accuracy of a model is determined by the ratio of correct 

predictions of both outcomes to all the samples. When a model is able to prevent false positives, it is 

known as high precision which describes the portion of real positive forecasts out of all predicted 

positives. If a model correctly detects true positives, it lowers the chance of getting incorrectly negative 

results. The F1-score which is calculated as the harmonic mean of precision and recall, is a great way to 

improve accuracy in medical datasets that have a class imbalance. In addition, the time it takes to 

generate predictions through inference is important since it describes how fast and efficient the system 

will be in healthcare applications. When you put these measures together, you end up with a good 

assessment of how well the lightweight CVD prediction models can perform and use in the real world. 

4 Results and Discussion 

Here, the findings and explanations of using Logistic Regression (LR), Decision Tree (DT), Naïve Bayes 

(NB) and Versatile Adaptive Boosting (V-AdaBoost) for the UCI Heart Disease dataset are presented. 

For robustness and less variation, every model went through 80% training and 20% testing, as well as 

5-fold cross-validation. Real-world cloud-based healthcare systems were the focus of the evaluation, 

checking the predictive accuracy, how well the algorithms classify information (through precision, recall 

and F1-score) and the time it takes for inference. 

4.1 Model Performance Comparison 

Table 2 presents the categorization outcomes for every model. By achieving the highest F1-score 

(87.6%), recall (87.1%), accuracy (89.4%), and precision (88.2%), the V-AdaBoost model outperformed 

the other classifiers. This performance is caused by V-AdaBoost's iterative boosting method, which 

emphasizes examples that are more challenging to classify and combines many weak learners to improve 

generalization. Even though it took 6.5 ms longer to compute than other models, the trade-off is 

acceptable given its better predictive value. With an accuracy of 85.6% and a competitive F1-score of 

83.8%, logistic regression showed consistent excellence. Because of its quick inference time (5.1 ms) 

and good interpretability, it is a great option for implementation in systems where transparency is 

essential, such physician-facing interfaces. 

The F1-score of 81.8% and accuracy of 84.3% for the Decision Tree model were somewhat lower 

than those of LR. However, it provides a clear rule-based structure that could be helpful when model 

explainability is important in clinical decision support scenarios. Naïve Bayes yielded the poorest results 

with an accuracy of 81.2%. Despite its lightning-fast (2.3 ms inference time) speed, the assumption of 

conditional independence between attributes might not hold true in complex medical datasets, leading 

to lower accuracy. It is still useful in low-resource edge deployments, though, where speed is more 

crucial than accuracy, as table 2 shows. 

Table 2: Performance comparison of ML models for CVD prediction 

Model Accuracy 

(%) 

Precision (%) Recall 

(%) 

F1-Score 

(%) 

Avg. Inference Time 

(ms) 

Logistic Regression 85.6 84.2 83.5 83.8 5.1 

Decision Tree 84.3 82.6 81.1 81.8 4.7 

Naïve Bayes 81.2 79.3 76.8 78 2.3 

V-AdaBoost 89.4 88.2 87.1 87.6 6.5 
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4.2 ROC and AUC Analysis 

To evaluate each model's discriminative power, Receiver Operating Characteristic (ROC) curves were 

produced, and the Area Under the Curve (AUC) was calculated. AUCs of 0.93 were attained by V-

AdaBoost, 0.90 by Logistic Regression, 0.88 by Decision Tree, and 0.85 by Naïve Bayes. This 

demonstrates that V-AdaBoost not only makes correct predictions but also more successfully 

distinguishes between the positive and negative classes, as seen in figure 2. 

 

Figure 2: ROC Curves for the Four Lightweight Machine Learning Models Used in Cardiovascular 

Disease Prediction 

4.3 Impact of Feature Selection 

The suggested cardiovascular disease (CVD) prediction system's overall performance, effectiveness, and 

interpretability were all enhanced by feature selection. An optimal subset of nine crucial features that 

made the biggest contributions to the model's prediction ability were extracted from the original 13-

feature dataset using Recursive Feature Elimination (RFE). Age, the kind of chest pain, resting blood 

pressure, serum cholesterol, maximal heart rate, ST depression (old peak), number of main arteries, 

thalassemia type, and exercise-induced angina were usually among these retained characteristics. 

Measurable gains in several dimensions were the outcome of this dimensionality reduction. First, 

because noisy or irrelevant attributes were removed, models trained on the smaller feature set performed 

better when generalizing to new data. For example, following feature selection, the V-AdaBoost model's 

F1-score rose by 1.8% and its accuracy increased by about 2.1%. Second, there were notable increases 

in computational efficiency because of feature selection. Inference time dropped by 20–30% and training 

time fell by 28–35% on average. This is especially advantageous for cloud-hosted APIs and mobile 

health applications that need to respond in real-time. 

Because of the reduced input vector, the system became more flexible and efficient due to less 

processing demanded by both the client and the server. They matter a lot in settings where there is rarely 

energy or where healthcare takes place remotely such as small healthcare centres and smartphones. This 

is because fewer features made the application processes faster and easier for the client and the cloud to 

communicate. Making features interpretable was another positive outcome of doing feature selection. 

Often, clinicians and other medical experts find it most useful when models are open and 

straightforward. Making the lists of traits medically significant helped people better see and support the 

predictions which increased their confidence in them and led to greater chances of the recommendations 

being applied in practice. Using the same traits as medical literature proves that they can be relied on to 
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diagnose diseases. All in all, using RFE improved the system’s performance, accuracy, how people use 

it, compliance and confidence in the healthcare industry.  For this reason, deciding on the important 

aspects is essential for making accurate, private and fast prediction models for cardiovascular disease. 

Information in table 3 shows that effectiveness in real-world use is proved by how well the model 

performs, how accurate it becomes and how its running speed increases, all thanks to feature selection. 

Table 3: Comparative Performance of ML Models Before and After Feature Selection Using Recursive 

Feature Elimination (RFE). 

Model Accuracy 

Before 

FS (%) 

Accuracy 

After FS 

(%) 

F1-

Score 

Before 

FS (%) 

F1-

Score 

After 

FS (%) 

Training 

Time 

Reduction 

(%) 

Inference 

Time 

Reduction 

(%) 

Logistic Regression 85.2 85.6 83.3 83.8 28% 23% 

Decision Tree 83.5 84.3 80.6 81.8 31% 26% 

Naïve Bayes 80.5 81.2 77.1 78 35% 30% 

V-AdaBoost 87.3 89.4 85.8 87.6 29% 25% 

4.4 Inference Time and Real-Time Suitability 

The model's inference time, which establishes its capacity to provide real-time predictions, is one of the 

most important evaluation criteria in cloud-based and mobile health systems. The average amount of 

time it takes a model to process input data and provide a prediction result is known as inference time. 

Milliseconds (ms) were used to measure the inference times for 100 samples per model in this 

investigation, and these durations were averaged over trials. All models demonstrated their suitability 

for real-time or near-real-time healthcare settings by achieving inference times of less than ten 

milliseconds. Table 4 lists the average inference times and categorizes each model's real-time 

appropriateness according to latency thresholds (less than 10 ms for real-time and less than 5 ms for 

ultra-fast). All models achieve the necessary latency for real-time applications, with V-AdaBoost striking 

a balance between speed and performance and Naïve Bayes being the fastest. 

Table 4: Average inference times of the four lightweight models evaluated for real-time cardiovascular 

disease prediction.  

Model Average Inference 

Time (ms) 

Real-Time 

Suitability 

Remarks 

Logistic Regression 5.1 ✅ Ultra-Fast High speed, interpretable, reliable 

output 

Decision Tree 4.7 ✅ Ultra-Fast Rule-based logic; good for mobile 

devices 

Naïve Bayes 2.3 ✅ Ultra-Fast Fastest, ideal for low-power 

environments 

V-AdaBoost 6.5 ✅ Real-Time Slightly slower but best predictive 

power 

4.5 Privacy and Deployment Considerations 

The REST API was hosted on AWS EC2 and used Flask for every cloud deployment evaluation. The 

testing of tokens, strong encryption and secure transfer went well using fake input data. Response times 

for predictions, including network response times, were sent to the client in 1.5 to 2 seconds for all the 

tests. Since there were no records for sensitive data, the program stayed in compliance with GDPR and 

HIPAA. 



A Privacy-Preserving Cloud-Based System for 

Cardiovascular Disease Prediction Using Lightweight 

Machine Learning Models 

  D. Cenitta et al. 

 

144 

4.6 Discussion and Insights 

Every model was tested in the cloud by using an AWS EC2 based on Flask API. All data used in the tests 

was generated in a secured way and communication made use of HTTPS, AES-256 encryption and 

tokens. In all cases, the client got their prediction results, including network latency, in 1.5–2 seconds. 

Because sensitive inputs and data were not stored, the system followed HIPAA and GDPR guidelines. 

5 Conclusion 

Lightweight machine learning models were applied in this study to describe and confirm a cloud system 

that allows real-time CVD prediction while keeping privacy. By using a three-layer design consisting of 

client, processing in the cloud and security, the system made it possible to deliver exact forecasts, ensure 

good performance and fully secure data. With the UCI Heart Disease data available, four lightweight 

algorithms were set up and reviewed: Decision Tree, Naïve Bayes, V-AdaBoost and Logistic Regression. 

While all the models worked accurately, V-AdaBoost was the best performing model because it had a 

high accuracy, F1-score and AUC in the tests and needed only a moderate amount of time to process in 

real-time. Since decision tree and logistic regression were both interpretable and gave stable results, they 

could be used in settings where clinicians are involved. Because it was much faster, the Naïve Bayes 

model was still valuable in fields where resources were limited. 

Feature selection done through Recursive Feature Elimination (RFE) increased the model’s overall 

efficiency by eliminating repeating data, lowering training and inference time by up to 35% and made 

the model more accurate by up to 2.1%. To ensure that private health information is always secure and 

used properly, the system added features such as AES-256 encryption, access tokens, data anonymization 

and compliance with HIPAA and GDPR. Overall, this suggested approach is safe and can be used on a 

large scale to predict CVD for cloud-based clinical work, remote diagnostic services and mobile health 

purposes. It may be helpful for future studies to add features that explain the system’s results, use 

federated learning for better personalization and add data streams from new wearable devices. 
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