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Abstract

With the advent of quantum computing threatening the security of modern public-key cryptography,
the standardization of Post-Quantum Cryptography (PQC) is actively underway worldwide.
However, optimization research has predominantly focused on software implementations and
lattice-based algorithms, leaving a significant gap in hardware acceleration for non-lattice-based
schemes, particularly on platforms like FPGAs. This paper addresses this gap by proposing the first
hardware/software (HW/SW) co-design to accelerate ALTEQ, a non-lattice-based digital signature
algorithm submitted to the NIST PQC Additional Signatures competition. Our approach
strategically offloads ALTEQ's most computationally intensive operations, namely hash functions
and modular arithmetic, to a dedicated hardware accelerator, thereby it could maximize
performance. To the best of our knowledge, this is the first study to investigate hardware acceleration
architecture for ALTEQ or similar schemes. The proposed design demonstrates that even algorithms
not selected for standardization can achieve significant performance improvements through
hardware optimization, suggesting the potential for re-evaluating such schemes for specific
application environments and encouraging further research into hardware implementations for a
broader range of PQC algorithms.
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1 Introduction

The proposal of Shor's algorithm in 1994 (Shor, 1994) revealed that modern public-key cryptosystems
based on the discrete logarithm and integer factorization problems could be solved in polynomial time
in a quantum computing environment. With recent advancements in quantum computing technology,
the quantum computer is no longer a theoretical concept but is poised to become a reality soon. As the
commercialization of this technology would render current cryptosystems insecure, extensive research
has been conducted on Post-Quantum Cryptography (PQC), which aims to provide security even in the
quantum era.

Since 2017, the National Institute of Standards and Technology (NIST) has been holding a PQC
competition to select standardization algorithms, culminating in the selection of two Key Encapsulation
Mechanisms (KEMs) and two Digital Signature Algorithms (DSAs) in 2024. To select additional
schemes, NIST has proceeded with a 4th round for KEMs and an "Additional Signatures™ track, with
the final KEM algorithm having been recently chosen. Similarly, South Korea initiated its own KpgC
competition in 2021 to select national standard PQC algorithms, and in 2025, two KEMs and two DSAs
were selected, akin to the NIST process (Cheon & Johansson, 2017).

The algorithms submitted to these competitions have been the subject of numerous optimization
studies to achieve faster performance while ensuring quantum security across all devices (Braun-Dubler
et al.,, 2020). Indeed, significant research has been conducted on algorithms not selected for final
standardization, particularly in embedded environments like Cortex-M4 (Abdulrahman, 2022; Greconici,
2021) and RISC-V (Li, 2024; Greconici, 2020), or SIMD environments such as AVX2 (Yu, 2024)
(Seiler). However, optimization on hardware devices like FPGAs has received comparatively little
attention. Furthermore, non-lattice-based algorithms have been explored far less than their lattice-based
counterparts.

To address this research gap and explore the acceleration potential of non-lattice-based algorithms,
we investigated schemes from the ongoing NIST Additional Signatures track. Among them, we
identified ALTEQ (Blaser, 2023) as a promising candidate, as its computational load is dominated by
hash functions and modular arithmetic, suggesting a high potential for performance improvement
through a HW/SW co-design approach. Consequently, we propose the first HW/SW co-design for
performance acceleration targeting ALTEQ, a Round 1 submission. To the best of our knowledge, no
prior research has focused on accelerating ALTEQ or similar schemes. This work demonstrates that
even algorithms that did not advance to later rounds of the competition possess significant potential for
acceleration (Singhal et al., 2019). This could, in turn, provide an opportunity to re-evaluate
cryptographic schemes that, while not selected for standardization, may hold potential for specific
application environments (Alagic et al., 2024).

2 Preliminary

2.1 Notations

In this paper, AT denotes a transpose of matrix A . For finite field F, and trilinear form
¢:Fy x Fg X Fg - F,, linear map ¢ is called Alternating Trilinear Form (ATF) if and only if
o, u,w) = ¢(w,v,v) = p(w,v,w) = 0,Vu,v,w € Fg holds. For general linear group GL(n, ;) of
degree n over [F, , o denotes a group action that satisfies (4,¢) » ¢poA:(u,v,w)—
¢ (ATu, ATv, ATw). A matrix C € F™™ is a column matrix if and only if C is the following form:
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1 0 €1 0 0
0 1 () 0 0
C= Ci
\0 0 - Cn.—l — 0/
0 0 Cn 0 1

2.2 Alternating Trilinear Form Equivalence (ATFE)

The Alternating Trilinear Form Equivalence (ATFE) problem is defined as the challenge of finding the existence
of A € GL(n, F,) that satisfies the relation ¢ (Au, Av, Aw) = ¢(u,v,w), Vu,v,w € F, for given ATFs, ¢ and 1.
Also, the promised search version of the ATFE is defined as follows: for given ATFs, ¢ and i such that
¢,9:F2 x F? X F? - F, with ¢~ is guaranteed, find A € GL(n, F,) such that ¢ = o A. This version is
called psATFE shortly.

This concept is extended to the C-psATFE problem. Given C ATFs, ¢4, -, ¢, for which the
equivalence ¢;~¢; is guaranteed for all i, j € [1, C], the problem is to find a matrix A € GL(n, Fy) and
distinct indices i, jsuch that ¢; = ¢; o A,i # j. It has been proven that the best-known attacks against

psATFE have a quantum attack complexity of 0(q™?) using Tani’s algorithm (Tani, 2007).

2.3 ALTEQ
Table 1: Keys and signature sizes for balanced/shortsig-ALTEQ
Version | Parameter Set Parameters Private Key | Public Key | Signature
(n,q,7,K,C) (bytes) (bytes) (bytes)
Balanced I (13, 232 —5,84,22,7) 32 8040 15928
1T (20, 232 —5,201,28,7) 48 31968 49048
ShortSig I (13, 232 —5,16,14,458) 32 523984 9560
il (20, 232 — 5,39,20,229) 48 1044288 32552

ALTEQ is a Digital Signature Algorithm that was submitted to Round 1 (NIST, 2022) of the NIST
Additional Signatures competition. Unlike many preceding algorithms based on lattices, codes, or
multivariate polynomials, the security of ALTEQ is founded on a novel hard problem known as
Alternating Trilinear Form Equivalence (ATFE). The signature scheme is designed by combining the
Goldreich-Micali-Wigderson (GWM) (Goldreich, 1991) protocol with the Fiat-Shamir transformation
(Fiat, 1986). To achieve Existential Unforgeability under Chosen Message Attack (EUF-CMA) security,
ALTEQ specifically utilizes the C-psATFE variant of the ATFE problem. ALTEQ offers two parameter
sets, | and 111, which correspond to NIST security categories I/l1 and 111/1V, respectively. Furthermore,
for each parameter set, two versions are provided: "Balanced"”, which features compact signature and
public key sizes, and "ShortSig," which is optimized for a shorter signature size. The public key, private
key, and signature sizes for each security strength are detailed in [Table 1]. In its parameters, n, q, 7, K,
and C denote the vector space dimension, the finite field order, the round number, the number of ATFs,
and the weight of the challenge, respectively.

In ALTEQ, there are group action functions that have noticeable performance bottlenecks. It is
described at Section 3, so in this section, we describe some of them for understanding ALTEQ. There
are two functions that compute the group action on ATFs: actingOnATFS and
actingOnATFwColoumn_vec32. actingOnATFS (¢4 f, {A°°'},c) outputs ¢ ATFs by each column
matrix in {4°°'} independent acting on ¢acs - actingOnATFwColoumn_vec32 is called inside of
actingOnATFS repeatedly, and it computes group action for each column matrix. Since group action is
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computed over F,, there are significant number of modular multiplications and reductions, which we
will discuss in the next section. Since the group action on ATFs are denoted as o, one can easily find the
action in the algorithm in the overall ALTEQ scheme. We describe the key generation algorithm in
[Algorithm 1], there are large amount of group action in line 3 repeatedly, which causes bottleneck. Also,
group action is computed in the sign generation and verification function. In the '‘Commitment’ phase,
which in the sign generation function, a total of the number of rounds () group actions are performed
to create the commitment ATFs (y; « ¢ o B;). This constitutes the main computational workload
for this operation in the signing algorithm. In the sign verification, another group actions (); < ¢y °
D) are performed to recalculate the commitments. Algorithm overviews of key generation, sign
generation and verification function are descripted in [Algorithm 1-3].

ALTEQ also takes SHA-3 family as its hash function. Especially, ALTEQ uses SHA-256 (384, 512
resp.) for instance | (111, 1V resp.). It is denoted as H in the algorithm description. During the entire
ALTEQ process, H is called with various input length: 32 to 130K bytes for instance I. Due to the large
amount of input data, the Keccak f-1600 permutation, which is called in absorb stage of SHA-3 family,
is executed numerous times. We recall it at Section 3 and 4 to notice its computation bottleneck.

Input: The variable number n € N, a prime power ¢, the alternating trilinear form number C' + 1.
Output: Public key: C + 1 alternating trilinear forms ¢; € ATF(n, ) such that ¢; = ¢; for any

i,j €40,..., C}.
Private key: C' matrices Ay,. .., Ac—1, such that ¢; 0 A; = ¢¢.
1 Randomly sample an alternating trilinear form ¢c : Fy x F§ x Fg — F,.
2 Randomly sample C' invertible matrices, Ao, ..., Ac-1 € GL(n,q).
8 For every i € {0,..., C =1}, ¢i + ¢ o Ai.
4 For every i € {0,..., C -1}, Ai « A7
5 return Public key: ¢o, b1, 02, ..., ¢c. Private Key: Ao, ..., Ac-1.

Algorithm 1: Pseudo-code of ALTEQ key generation function (Bléser, 2023)

Input: The public key ¢o,...,¢c € ATF(n,q). The private key Ag, ..., Ac-1 € GL(n,q). r, C, A€ N.
Let Ac: = I, the identity matrix. The message M. A hash function H : {0,1}" —= {0, 1}**. An
expander Expand : {0,1}** — {a; tieqo,....r—1}, where a; € {0,..., C}.

Output: The signature S on M,
for i € {0,..., r—1} do
Randomly sample B; € GL(n,q).
Py 4 po o B;.
end
Compute cha = H(M || ... |¢r—1) € {0, 1}2’\.
(boy ...y br—1) < Expand(cha)
forie {0,..., r—1} do
| Di+ AyBi; // Note that ¢y, o Dj = 1.
end
return S = (cha, Dy,..., Dy ).

Algorithm 2: Pseudo-code of ALTEQ sign generation function (Blaser, 2023)

=T I - -

-
=]

Input: The public key ¢o, ..., ¢c € ATF(n,q). The signature S = (cha, Dy, ..., D,_1), bi € {0,..., C},
D; € GL(n,q). The message M. A hash function H : {0,1}* — {0,1}**. An expander
Expand : {0,1}** — {ai}ieqo,...,r—1}, where a; € {0,..., Cc}.

Output: “Yes” if S is a valid signature for M. “No” otherwise.

1 for i € {0,..., r—1} do

2 ] Compute ¥ = ¢p, o D;.

3 end

4 Compute cha’ = H(M|yg] ... |[¢h_1) € {0,1}**.
8 (b s b,._,) + Expand(cha’)

6 if for every i€ {0,..., r—1}, bi = b; then

7 | return Yes

8 else

9 ] return No

Algorithm 3: Pseudo-code of ALTEQ sign verification function (Blaser, 2023)
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3 Profiling Result

To accelerate the performance of an algorithm, it is a common approach to optimize its most
computationally intensive operations, that is, the bottleneck. Therefore, to accelerate ALTEQ, we first
identified its bottlenecks through profiling. The profiling was conducted on an Intel i7-13700K CPU,
where the key generation, signing, and verification functions were each executed 1,000 times using gprof
(Fenlason, 1998). The results of the profiling are presented in [Figure 1].

As shown in [Figure 1], the most significant performance load in ALTEQ stems from Keccak-related
functions, including KeccakF1600_Permutation. Excluding these, the next highest load is the
actingOnATFwColoumn_vec32 function, which internally calls multiplicationModuloP and
reductionModuloP repeatedly. This function is structured with nested triple or quadruple for loops, each
handling a portion of the ATF calculations. Consequently, its computational load is primarily caused by
modular multiplication, modular reduction, and the overhead from these extensive loops. Other
functions contribute less than 2% of the total load, indicating no other significant bottlenecks. Therefore,
we targeted the most demanding operations, Keccak and modular multiplication/reduction, for hardware
module design. The hardware design, detailed in the following section, could dramatically improve the
performance of ALTEQ.

load64

loadsd loadé4

41.3%

reductionModuloP 52.1% multiplicationModuloP a8.1% tiplicationModuloP
L multiplicationModulol
12% multiplicationModuloP 17% actingOnATFwColoumn_vec32 &
4.6% 41% .
5.3% actingOnATFwColoumn_vec32
9.7%
store64 12.8%
17.0% Xor64 1B.0%
10.9%
14.4%
1B.I% xor64
xor64 o 155% 18.8%
actingOnATFwColoumn_vec32
store64
KeccakF1600_StatePermute store4

KeccakF1600_StatePermute KeccakF1600_StatePermute

Figure 1: Profiling Result of ALTEQ: each circle graphs denote the result of KeyGen, Sign, and
Verify function, left to right.

4 Hardware Design

In this chapter, we propose a hardware design to mitigate the primary bottlenecks of ALTEQ by
implementing its most computationally intensive operations Keccak and  modular
multiplication/reduction in hardware. The overall system assumes a platform such as the Xilinx Zynq
SoC, partitioned into a Processing System (PS) based on an ARM processor and a Programmable Logic
(PL) area. The system architecture is configured with reference to the design by Mao et al. (Mao, 2023)
and utilizes the Advanced eXtensible Interface (AXI) protocol for efficient data transfer between the PS
and the PL. The data flow is as follows:

PS to PL Data Transfer: The ARM processor in the PS initializes a Direct Memory Access (DMA)
controller to transfer the source data, stored in DDR memory, to the hardware accelerator in the PL. The
DMA facilitates high-speed transfer of large data volumes to the PL area without processor intervention.

Data Buffering: Data transferred via DMA is sequentially stored in an AXI-Stream Data FIFO
within the PL. This FIFO serves as a buffer to reconcile the speed mismatch between the high-speed
data transmission from the PS and the processing speed of the internal modules in the PL.
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Accelerator Module Operation: Data from the AXI-Stream Data FIFO is forwarded, in required
chunks (e.g., 64-bit), to a dedicated Read FIFO for each accelerator (either the Keccak or the modular
arithmetic module). Each module then reads the data from its Read FIFO to perform high-speed parallel
computations.

PL to PS Result Return: Upon completion of the computation, the results are passed through each
module's Write FIFO, back to the AXI-Stream Data FIFO, and are finally written to the DDR memory
in the PS area via DMA. This allows the processor to proceed with subsequent operations.

This dual-FIFO structure was adopted to enhance modularity and reusability. By decoupling the AXI
FIFO, which is directly connected to the AXI interface, from the local FIFOs dedicated to each
processing module, the impact on the overall system is minimized when adding new types of accelerators
or modifying existing ones in the future. The overall system is illustrated at [Figure 2]. The red lines
denotes the data, and the blue lines denote the control signals.

Input || Register Sets Output
FIFO [ FIFO

7y v v A

Keccak Modular Mul/Red

t t

\ 4 A\ 4

—|-> Control Module

1
AXI Interfaces & DMA
PS y 'y yy

\ 4 A 4

PL ARM Processor [« > Memory

A

Figure 2: Overview of the entire system of HW/SW co-design architecture

4.1 Keccak Accelerator

The Keccak function performs crucial roles in the ALTEQ algorithm, such as hashing and random
number generation, and profiling results have shown it to be the most computationally intensive
component. Therefore, designing a high-performance Keccak accelerator is essential for improving
overall system performance. The internal architecture of this accelerator is implemented based on the
SHAKE module design by Mao et al. The Keccak accelerator is composed of three main parts: a Read
Control Unit, a Keccak Core Unit, and a Post-processing Unit. The entire process is designed with a
pipelined architecture to maximize data throughput.

Read Control Unit: This unit manages data input and operates via a Finite State Machine (FSM). It
reads 64-bit data from an external FIFO. If the Keccak Core is busy and cannot accept new data, the
FSM transitions to a hold state to temporarily pause the data flow.

Keccak Core Unit: This is the core of the Keccak computation, based on the Keccak-f1600
Permutation implementation from OpenCores, with an added interface for system integration.

Input Padder: It pads the 64-bit input data to match the block size of the absorbing phase (1088 or
1344 bits).
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Permutation: This block consists of the combinatorial logic and registers that perform the Keccak-
1600 permutation. A single permutation is pipelined to complete in 48 clock cycles. Notably, to account
for cases where the Post-processing Unit might operate at a slower speed, it includes a feature to pause
the permutation state via a hold control signal, enabling flexible synchronization of the entire pipeline.

Post-processing Unit: This unit is responsible for the final processing of the output data from the
Keccak Core. Depending on the requirements of the ALTEQ, it either outputs the hash result directly or
generates random numbers according to a specific format. This process is also configured in a multi-
stage pipeline to keep pace with the Keccak Core's operational speed.

By tightly coupling the Keccak Core and the post-processing stage into a single module, the
significant data transfer overhead that would otherwise arise from sending intermediate results to and
from the PS is fundamentally eliminated. This is a key design strategy for resolving communication
bottleneck, which is a primary factor of performance degradation in a SW/HW co-design.

Sara

P[31:0] 4|—\ -

B[31:0] ——————> ) _

~ )1 it

Figure 3: Overview of unified modular multiplication and reduction module. The blue box denotes
registers, and the line in the circle denotes the subtraction of two inputs. Input A should be separated
into two parts before the first MUX: low 32-bits and high 32-bits according to the control signal.

4.2 Modular Multiplication and Reduction Accelerator

ALTEQ, a non-lattice-based cryptographic algorithm, relies on polynomial arithmetic, which demands
numerous modular multiplication and addition/subtraction operations. In this paper, we designed a
dedicated hardware module to accelerate these computations. ALTEQ performs its modular arithmetic
using Barrett multiplication and reduction. While a straightforward approach would be to design separate
modules for these two operations, such a method has the disadvantage of increased area and resource
consumption. To mitigate this drawback, we propose the first design that integrates modular
multiplication and reduction into a single, unified module. This module preserves the original data flows
for both operations while minimizing resource usage, requiring only two DSPs compared to the four that
would be needed for separate modules.

A schematic of the modular arithmetic unit is depicted in [Figure 2], illustrating the distinct data
flows for multiplication and reduction. Since modular multiplication requires two inputs (A and B) while
modular reduction needs only one (A), a control signal configures the data path to bypass input B entirely
during reduction operations. Furthermore, the inputs have different bit widths: the multiplication takes
32-bit inputs, whereas the reduction takes 64-bit input. Consequently, the unit's input A is designed to
be 64 bits wide to accommodate both operations, while input B, used exclusively for multiplication, is
32 bits wide. The proposed module computes modular multiplication or reduction with 4 clock cycles
latency, and it outputs the result for every clock cycle after then while the module is working.
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5 Discussions

In this section, we discuss aspects of the proposed HW/SW co-design that warrant further consideration.
This discussion is intended to outline potential avenues for advancing the design proposed in this paper.

Necessity of Actual Implementation: This paper has proposed a design for an ALTEQ HW/SW co-
design; however, it has not yet been physically implemented. An actual implementation and synthesis
process is necessary to accurately measure precise clock cycles and resource utilization. Therefore,
additional implementation work is required to verify the performance metrics not presented in this paper.

Optimization of Loop Calls: In ALTEQ, the modular multiplication/reduction loop processes a
large data volume of approximately 130,000 bytes in a single iteration. Transmitting such a large
amount of data via the AXI protocol can create significant communication overhead and may exceed
the internal storage capacity of the hardware module. Consequently, ALTEQ's performance could be
further enhanced by segmenting the loop or by exploring other optimization strategies for handling large
data transfers more effectively.

6 Conclusion

This paper proposes the first HW/SW co-design architecture for ALTEQ, an algorithm submitted to the
NIST Additional Signatures competition. Profiling of the ALTEQ algorithm revealed that much of the
execution time is consumed by the Keccak hash function and modular multiplication and reduction
operations. Accordingly, our design offloads these two core computational bottlenecks to a dedicated
FPGA-based hardware accelerator, while the ARM processor manages the overall algorithm flow and
data handling in an efficient, partitioned structure.

To ensure a robust hardware design, the overall system architecture was configured with reference
to the verified prior research of Mao et al. To minimize the communication bottleneck between the PS
and the PL, we established a high-speed data transfer path using the AXI protocol and DMA.
Furthermore, a dual-FIFO structure was adopted to reliably control the data flow and secure system
modularity and reusability. The Keccak accelerator maximizes its pipeline structure and tightly couples
the data 1/0, permutation, and post-processing stages into a single module, thereby fundamentally
eliminating communication overhead by removing unnecessary intermediate data exchanges with the
PS. Additionally, the modular arithmetic accelerator integrates the multiplication and reduction units,
which were previously implemented as separate modules, into a single unified module. This novel
structure minimizes hardware resource consumption, such as DSP blocks, by half while maintaining an
efficient data flow.

This research holds significant meaning in that it demonstrates that even cryptographic algorithms
not selected in the final stages of standardization, such as ALTEQ, can achieve substantial performance
improvements through hardware optimization. This suggests that non-standardized algorithms could be
viable alternatives depending on specific application environments or system requirements, providing
an opportunity for their re-evaluation. Furthermore, the design methodology proposed in this paper can
serve as a foundation for promoting future hardware implementation research across a broader range of
PQC algorithms.

Certainly, this paper has a limitation in that performance measurements through actual physical
implementation and synthesis have not been conducted. Future work will need to involve implementing
the proposed architecture on an actual FPGA to measure and analyze concrete performance metrics such
as precise clock cycles, resource utilization, and power consumption. Moreover, if communication
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optimization strategies for more efficiently segmenting or processing the large data loops present in
ALTEQ's operational flow are further explored, it is expected that the algorithm's performance can be
elevated to the next level.
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